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Abstract

Although a lot of research has been done in the field of
state-based testing, the automatic generation of test cases
from a functional specification in the form of a state ma-
chine is not straightforward. This paper investigates the use
of genetic algorithms in test data generation for the chosen
paths in the state machine, so that the input parameters pro-
vided to the methods trigger the specified transitions.

Keywords: Automated test data generation, finite state
machines, search-based software engineering, evolutionary
testing, genetic algorithms, mutation testing

1 Introduction

State machine diagrams (or statecharts before UML ver-
sion 2.0) have been widely employed by many modelling
languages and development methodologies, most impor-
tantly UML [4], for modelling the state behaviour of ob-
jects. State diagrams are formally described by finite state
machines (FSMs), for which powerful test selection meth-
ods exist [7, 12]. These methods have also been used for
testing state-based programs, but the transformation of the
function sequences (from the state diagram) into methods
call sequences is hindered by the difficulty of choosing the
input values to be provided to the methods.

Many papers in the field of software testing define cov-
erage criteria for state machines [7, 20, 6, 30], present the
generation of test cases from UML state diagrams and eval-
uate their fault detection capability [20, 1, 21, 5]. Given a
state machine diagram, it is possible to automatically derive
a transition tree and obtain test sequences that accomplish
certain criteria [21]. Briand et al. used test cases manually
derived from UML state diagrams to evaluate their fault de-
tection capability, identified their weaknesses and proposed
ways to address them by combining other test strategies
with state-based testing [1, 5]. Other authors have obtained
test cases using statistical functional testing [6] or with the

aid of artificial intelligence methods, by mapping state di-
agrams to a planning language and then a planning tool
(graphplan) [8]. Some tools, capable of generating actual
test values automatically, also exist [20, 6, 21]. However,
the process of developing such kind of tools is very com-
plex and some limitations can appear.

The approach we propose is to employ genetic algo-
rithms to produce the actual test values for feasible se-
quences of methods derived from the state diagram of the
object, having the transition guards described in terms of
algebraic predicates.

At same time, there has been much research in the area of
search-based testing (especially for structural testing) in or-
der to automatically generate input data for programs writ-
ten mainly in a procedural paradigm [25, 22, 23]. Evolu-
tionary methods for testing state-based programs have also
been studied, but only from a structural testing point of view
[15, 16]. Functional search-based testing has been less in-
vestigated and the studies have concentrated on Z specifica-
tions [11, 24, 26]. The test generation strategy we present
in this paper, of using genetic algorithms on a state machine
model of the system, is an evolutionary approach that has
not been proposed before, to the best of our knowledge.

2 State-based testing

Finite state machines (FSMs), or automata, are simple
mathematical means of describing state diagrams. A FSM
A consists of a finite set of states Q, of which one is the
designated initial state q1, and transitions between states la-
belled by symbols from a finite alphabet X [7]. The FSM
model of a simplified Book class from a library system is
given in Fig. 1(a) and will be used for illustrations. The
model is sufficiently self explanatory and so, due to space
constraints, we will not provide further details.

Once we have a FSM representation of a system, we can
use appropriate techniques to uncover possible errors in the
implementation, such as erroneous transition labels, erro-
neous next-states, missing states, extra states, etc. One of
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Figure 1. State model of a Book class: (a) FSM (b) State machine diagram

the most general approaches is the W -method [7], that gen-
erates sequences of symbols to reach every state in the di-
agram, check all the transitions from that state and identify
all destination states to ensure that their counterparts in the
implementation are correct. Thus the W -method involves
the construction of two sets of sequences:

• A transition cover T ⊆ X∗ that reaches every state of
the FSM and exercises every transition from that state.
T can be written as T = S ∪ SX for some set of
sequences S ⊆ X∗, called a state cover, that reaches
every state of the FSM.

• A characterization set W ⊆ X∗ that distinguishes be-
tween every pair of states in the FSM. In other words,
for every pair of distinct states q1 and q2, W contains
at least one sequence of labels that can be applied from
q1 but not from q2 or vice-versa.1

In Fig.1(a), the empty sequence ε reaches the
initial state Available, borrow reaches Borrowed,
reserve reaches Reserved, while borrow reserve
reaches Borrowed&Reserved. Thus S = {ε,
borrow, reserve, borrow reserve} is a state cover
and T = S ∪ SX is a transition cover. On
the other hand, it can be observed that return par-
titions the state space into {Available,Reserved} and
{Borrowed,Borrowed&Reserved}, while cancel distin-
guishes between the elements of each of the two classes of
the partition. Thus, W = {return, cancel} is a character-
ization set. In general, a transition cover is derived from a
transition tree constructed in a breadth-first fashion, while a
characterization set is constructed by gradually partitioning
the state set based on the responses produced by sequences
of length k ≥ 1, using the so-called Pk tables [7].

1A FSM in which all states are reachable and pairwise distinguishable
is called minimal. This is not a restriction, however, since, for every FSM,
a minimal, functionally equivalent, FSM can be constructed [12].

Suppose we have a FSM specification A and we have
constructed a transition cover T and a characterization set
W of A. Naturally, we assume that the implementation of
A can be modelled by an unknown FSM A′. The only infor-
mation we need about A′ is an estimation of the maximum
possible number of states n′ that it may have. Suppose we
denote by k, k ≥ 0, the difference between this estimated
upper bound and the number of states n of the specification
A. Then the test suite produced is

Y = TX[k]W.

This formula is given in [7] for the case in which the FSM
specification is completely-specified and transitions are la-
belled by outputs as well as inputs. As explained in [10],
when the specification is partially-specified (the case con-
sidered in this paper), the test suite will also include some
of the prefixes of the sequences in Y . However, in order to
check the result produced by an input sequence, one would
normally check the results produced by all its prefixes; con-
sequently, this extra sub-set of prefixes does not explicitly
appear in the formula.

The idea is that T ensures that all the states and all the
transitions in A are also present in A′ and X[k]W ensures
that A′ is in the same state as A after performing each tran-
sition. Note that the latter set contains W and also all sets
XiW, 1 ≤ i ≤ k. This ensures that A′ does not contain
extra states or, if there are some extra states, they behave
the same way as the corresponding specification states. If
there were up to k extra states, then each of them would be
reached by some input sequence of length up to k from the
existing states.

Variants of the W -method also exist in the literature. The
round trip [3] approach is based on a transition tree con-
structed in a depth-first fashion. Furthermore, an abstract
oracle [17] can be used instead of W as in [5] to check the
state of the implementation under test.
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3 Genetic algorithms

Genetic algorithms (GAs) [29, 19] are a particular class
of evolutionary algorithms, that use techniques inspired
from biology, such as selection, recombination (crossover)
and mutation. They were conceived by John Holland in the
United States in the late sixties and are closely related to
evolution strategies, developed independently at about the
same time in Germany by Ingo Rechenberg and Hans-Paul
Schwefel.

GAs are used for problems which cannot be solved using
traditional techniques and for which an exhaustive search
of the solution space is impractical, by encoding a popula-
tion of potential solutions on some data structures, called
chromosomes (or individuals) and applying recombination
and mutation operators to these structures. A high level
description of a genetic algorithm [14] is given in Fig. 2.
The fitness (objective) function assigns a score (fitness) to
each chromosome in the current population. The fitness of
a chromosome depends on how close that chromosome is
to the solution of the problem. Throughout this paper, the
fitness is considered to be positive and so finding a solution
corresponds to minimizing the fitness function, i.e. a solu-
tion will be a chromosome with fitness 0. The algorithm
terminates when some stopping criterion has been met, for
example when a solution is found, or when the number of
generations has reached the maximum allowed limit.

Various mechanisms for selecting the individuals to
be used to create offspring, based on their fitness, have
been devised [9]. Holland’s original GA used fitness-
proportionate selection, in which the “expected value” of
an individual (i.e. the expected number of times an individ-
ual will be selected to reproduce) is that individual’s fitness
divided by the average fitness of the population. This kind
of selection leads to “premature convergence”. To address
such problems, GA researchers have experimented other
mechanisms such as sigma scaling, elitism, Boltzmann se-
lection, tournament, rank and steady-state selection [19].

After the selection step, recombination takes place
to form the next generation from parents and offspring.
Single-point crossover, probably the best known form of re-
combination, randomly chooses a locus and exchanges the
subsequences before and after that locus between two chro-
mosomes to create two new offspring. For example, the
strings 00000000 and 11111111 could be crossed over at
the third locus to produce the two offspring 00011111 and
11100000. Crossover is applied to individuals selected at
random, with a probability (rate) pc. Depending on this rate,
the next generation will contain the parents or the offspring.

The mutation operator randomly flips some bits in a
chromosome. For example, the string 00000100 could be
mutated in its second position to yield 01000100. Mutation
can occur at each bit position in a string with some probabil-

Randomly generate or seed initial population P
Repeat

Evaluate fitness of each individual in P
Select P ′ from P according to selection mechanism
Recombine parents from P ′ to form new offspring
Mutate P ′

P ← P ′

Until Stopping Condition Reached

Figure 2. Genetic Algorithm
.

ity pm, usually very small [19]. This operator is responsible
for introducing variation in the population.

4 Test data generation strategy

The generation technique we propose is based on the
state diagram of the object under test and uses a genetic al-
gorithm to search for the test data (input parameters) which
satisfy some specified requirements.

As powerful test selections methods for FSMs exist (and
also a number of coverage criteria), it is normal to use these
state-based models in class testing. The test set will be built
from sequences of transitions obtained from the state ma-
chine, providing them with appropriate input parameters. A
genetic algorithm will be used to search for test data (input
values) which satisfy the requirements of each transition.

The first step of the test generation is to obtain some
paths in the state machine, according to some coverage cri-
teria (such as all transitions, full predicate, transition pair,
complete sequence or disjunct coverage [7, 3, 20, 21, 30]).
Once the state machine of the class is available (with guard
conditions included in the transition labels), it is possible
to automatically derive a transition tree and obtain test se-
quences that accomplish these criteria [21].

The second step is finding, for each sequence, the input
parameter values which trigger the methods in the sequence.

In order to illustrate our approach we will consider a
state machine representation of a Book class, having the
transitions labelled with the method names, including their
parameter list and guard conditions, like in Fig.1(b). The
states and the method names from Fig. 1(b) are acronyms
for their correspondents in the FSM representation of the
class from Fig. 1(a). Each method may appear more than
once per state if the guard conditions are different 2. The
Book class has public getters for the customer which has
reserved the book and for the customer which has borrowed
the book: getResCustId() and getBorCustId(), respec-
tively.

2Note that in this state diagram, the erroneous transitions are missing.
They are in fact self-loops which do not change the state of the object and
for which the guard is the negation of the correct usage of the method
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Figure 3. Calculating the fitness function

The guards express conditions related to the the input pa-
rameters and/or the current ”memory” of the machine, like:
bor(x)[x = getResCustId()] transition from state R to
state B or bor(x)[x <> getResCustId()] transition from
R to R (corresponding to a forbidden usage of the method).

4.1 Chromosomes

Given a particular path in the state machine, like

A
bor(x1)�� B

res(x2)�� BR
ret(x3) �� R

bor(x4)�� B and the corre-
sponding constraints for each transition in the path, a chro-
mosome (possible solution) is a list of input values, for ex-
ample x = (x1, x2, x3, x4), corresponding to all param-
eters of the path methods (in the order they appear). If
the sequence of method calls with parameter values from a
chromosome x determines the transitions between the states
specified by the path and validate the predicate of each tran-
sition, then x is a solution for the given path.

The transitions constraints are not necessary the guards
from the state machine diagram; they can be predicates ob-
tained from stronger variants of state-based criteria, such as
full predicate [21], in which all individual clauses in a deci-
sion are exercised, or disjunct coverage [5], in which guard
conditions are transformed into disjunctive normal form and
a separate transition is defined for each disjunct. For ex-
ample, in order to achieve full predicate coverage, for each
predicate P on each transition and each test clause c in P ,
the test set must include tests that cause each clause c in P
to determine the value of P , where c has both true and false
values [21]. If the predicate P is X ∨ Y and the test clause
is X , then Y must be false; similarly, if the test clause is Y
then X must be false. Then, for the predicate X ∨ Y , the
test set must include test cases satisfying: X ∧ Y , X ∧ Y
and X ∧ Y . More details are given in [20, 21].

Every individual (chromosome) is represented as x =
(x1, x2, . . . , xn) ∈ D1 × D2 × . . . × Dn, where
D1,D2, . . . , Dn are the domains of the input variables from
the method sequence considered. It is obvious that n can
differ from the number of functions in the sequence and the
domains D1,D2, . . . , Dn might be distinct. 3

3The class constructors can appear like any other method in the se-

Relational Objective function obj
predicate

a = b if abs(a− b) = 0 then 0
else abs(a− b) + K

a 	= b if abs(a− b) 	= 0 then 0 else K
a < b if a− b < 0 then 0 else (a− b) + K
a ≤ b if a− b ≤ 0 then 0 else (a− b) + K
a > b if b− a < 0 then 0 else (b− a) + K
a ≥ b if b− a ≤ 0 then 0 else (b− a) + K

Connective Objective function obj
Boolean if TRUE then 0 else K
a ∧ b obj(a) + obj(b)
a ∨ b min(obj(a), obj(b))

a xor b obj((a ∧ ¬b) ∨ (¬a ∧ b))
¬a Negation is moved inwards and

propagated over a

Table 1. Tracey’s objective functions for re-
lational predicates and logical connectives.
The value K, K > 0, refers to a constant which
is always added if the term is not true

The algorithm evaluates each individual by creating an
instance of the class under test and executing each method
call with the values encoded in the chromosome’s genes xi,
until a method’s constraint is not satisfied. The fitter indi-
viduals are the ones which follow more transitions from the
given path (i.e. the ones which accomplish more transitions
guards) and so they are rewarded with lower fitness values.

4.2 Fitness function

The fitness value of one individual will be made up of
two components. The first will evaluate how close a chro-
mosome is to the given path, by counting the transitions ex-
ecuted. The second component will measure how close was
the first unsatisfied pre-condition predicate to being true.

quence, but for simplicity we considered in this example a default con-
structor which brings the object in the initial state A.
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Function Fitness
Input: Target path s, containing the methods f1, f2 . . . fm

Corresponding guards g1, g2, . . . , gm

Chromosome x = (x1, . . . , xn)
Begin
Create an object o in the initial state
aproach level←− m− 1
For every method fi in the sequence s (i = 1..m) do

If not gi

Calculate obj(gi)
Return aproach level + norm(obj(gi))

Else
aproach level←− aproach level − 1
Call the method fi of object o with the corresponding
values from (x1, . . . , xn)

End If
End For
Return 0
End

Figure 4. Fitness Evaluation
.

The first component of our fitness function has a sim-
ilar metric in evolutionary structural test data generation,
the approach (approximation) level. This is calculated by
subtracting one from the number of critical branches lying
between the node from which the individual diverged away
from the target node, and the target itself. In this approach,
a critical branch is a program branch which leads to a miss
of the current structural target for which test data is sought
[16]. In our case we consider all the transitions to be critical
(for the transitions without a guard, we consider the TRUE
predicate as pre-condition).

An individual has missed the target path if at some point
a pre-condition is not satisfied (this could cause a transi-
tion to other state). The approach level will be 0 for the
individuals which follow the target path; for those which
diverge from the path, it will be calculated as described in
Fig. 3.

Because a fitness function employing just the approach
level has many plateaux (for each value 0, 1, . . . ,m − 1),
it does not offer enough guidance to the search. Conse-
quently, we will also need a second component of the fitness
function. This will compute, for the place where the ac-
tual path diverges from the required one, how close was the
pre-condition predicate to being true. This second metric is
called branch level and can be derived from the guard pred-
icates using the transformations from Table 1 [24, 26, 14].
The branch level is then mapped then onto [0, 1) - is said to
be normalized. Thus the fitness value is:

fitness = approach level + normalized branch level
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Figure 5. Fitness function landscape

For every chromosome (x1, x2, . . . , xn), the fitness value
will be computed dynamically, as described in Fig. 4.

In order to illustrate the fitness landscape, consider as

target path the sequence s = A
res(x1)�� R

bor(x2)�� B which
has the derived pre-conditions: x1 > 0 and x2 = x1

4. A
fitness function for this sequence is represented in Fig. 5,
where the constant from Tracey’s objective function con-
sidered was K = 1 and the normalization function was
norm : [0, 101] −→ [0, 1), norm(d) = 1− 1.05−d.

5 Related work

Metaheuristic search techniques have been applied for
automatic generation of test data for structural and func-
tional testing, grey-box and non-functional properties test-
ing. A comprehensive survey on the search-based data gen-
eration is [14].

Evolutionary testing was assessed in the context of struc-
tural testing in many papers like [22, 26, 23]. The state
problem was analyzed from the structural point of view, re-
garding the flags (loop-assigned flags), enumerations and
counters used to manage the internal state of the objects in
[2, 15, 16]. Generation of test data from a Z specification
was presented in [11] and extended in [24, 26].

In [23] Tonella presents a genetic algorithm employed
to produce test cases with the aim of maximizing a given
coverage measure. The test cases are described by chro-
mosomes, which include information on which objects to
create, which methods to invoke and which values to use
as inputs. A set of appropriate mutation operators are also
defined.

The specification conformance issue is addressed in
[24, 26]. For this, a constraint system was derived by tak-

4In order to obtain x2 = x1, we used the post-condition
getResCustId() = x1, representing a correct usage of res(x1) method.
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ing the pre-condition in conjunction with the negated post-
condition. The landscape of the fitness function obtained,
obj(pre-condition) ∧ obj(¬ post-condition), contained ar-
eas of plateaux. The solution found to offer more guidance
to the search was to convert the constraint system to the
disjunctive normal form and consider each disjunctive in a
separate search.

6 Empirical verification

Experiments were performed for two Java classes, using
the test data generation approach presented in section 4. For
implementing the basic genetic mechanisms we used JGAP
(Java Genetics Algorithm Package). More details about this
genetic algorithms and genetic programming framework for
Java are available on the JGAP web site [27].

6.1 Experiment 1

The first experiment consisted in generating test data for
a Book class, having the state-machine diagram from Fig.
1(b). Several method sequences, with different lengths and
constraints, were used. The fitness function was calculated
using the pre-conditions, as described in section 4.2. Al-
though the example is small (121 lines of code), the com-
plexity of the search-based testing depends on the number
of solutions from the search space, not on the program size.

An elitist genetic algorithm was used in the experiments,
with the following default configuration values: a popula-
tion size of 20 individuals, maximum allowed evolutions
= 200; the integer values were restricted to [−10p, 10p],
p ∈ {1, 2, 3, 4}. Thus, the search space of a sequence in-
volving n method parameters, p = 4, was approximately
2n × 104n.

The chromosomes were real-encoded, each gene repre-
senting one input parameter. The operators used from JGAP
framework were the BestChromosomesSelector, with a 0.8
rate (this parameter controls how many chromosomes of the
original population will be considered for selection to the
next population) and the MutationOperator, with a default
1/15 mutation rate. Unlike the binary mutation operator,
which flips some bits (genes), the one used for real encod-
ing replaces a gene value with another real value from the
same interval, randomly obtained.

For recombination, we tested several operators and the
most efficient for our problem was the heuristic real value
crossover inspired from [18], which uses values of the ob-
jective function in determining the direction of the search.
For the parents x = (x1, . . . , xn), y = (y1, ..., yn), x fit-
ter than y, one offspring z = (z1, ..., zn) was generated,
with zi = α · (xi − yi) + xi, α ∈ (0, 1). Instead of
α ∈ (0, 1) randomly chosen, better scores were obtained
for a fixed α = 0.2. It is worth noting that the usage of

other recombination operators (like single-point crossover)
when the input values x = (x1, . . . , xn) were highly corre-
lated, caused many failures of the algorithm, because the
offspring obtained were losing the relations between the
values x1, . . . , xn and so they were less fit than the parents.

There are some interesting things to note about the ex-
periment. In order to compare the difficulty of test data gen-
eration for the given paths, the length of a path (number of
transitions) is not an appropriate measure. For example, for

the path A
bor(x1)�� A

res(x2)�� A
ret(x3)�� A

can(x4)�� A
ret(x5)�� A

it is very easy to find test data even at a random search,
since the transitions constraints are: x1 ≤ 0, x2 ≤
0, x3, x4, x5 can have arbitrary values; the parame-
ters x1, x2, x3, x4 and x5 are not correlated and, con-
sequently, the solution space represents around 1/4 of
the entire search space. On the other hand, for the

path A
bor(x1)�� B

res(x2)�� BR
ret(x3) �� R

can(x4)�� A , the de-
rived constraints are x1, x2, x3, x4 > 0, x2 	= x1, x3 = x1,
x4 = x2. Thus, the probability to randomly find a so-
lution for this path is approximatively 1/(24 · 108), when
xi ∈ [−104, 104].

In order to evaluate the complexity of data generation
for different paths, we chose 35 paths with lengths between
2 and 7, calculated the probability of randomly finding a
solution for every path (according to its pre-conditions and
parameter search space - the Ox axis in Fig. 6) and recorded
the experimental results obtained in generating data for ev-
ery path. We varied the ranges of the parameters (resulting a
different dimension of search space and path solution proba-
bility) and represented in Fig. 6 the average number of gen-
erations needed to obtain a solution for a path (calculated
after 1000 executions of the program) and the percentage
of times the program failed to find a solution for the path.5

Similar results were obtained for paths corresponding to a
Java V endingMachine implementation.

6.2 Experiment 2

The second experiment focused on testing the confor-
mance of the implementation to its specification. While in
the first experiment we only generated data from the state-
machine specification, in the second we also validated the
implementation against the specification.

In order to verify the correctness of the implementa-
tion, the fitness function calculation can be modified, to
check after every method call (when the guard is satis-
fied) if the post-condition holds. The post-condition can
be represented by the expected state, the value returned by

5For the Fig. 6 all the paths having the solution probability in the in-
terval [10−p−1, 10−p], p ≥ 0 were grouped and only the average proba-
bility of the paths, with the average number of generations and the average
percentage of failures, respectively, were plotted.
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Figure 6. Variation of the average number of generations and percentage of failures for some Book
sequences, related to: solutions number / possible solutions number (Ox axis)

the method called and other expected changes. In order
to check the current state, an abstract oracle [17] can be
used like in [5]. The state invariants can be expressed us-
ing the class methods (for example, getResCustId() >
0 and getBorCustId() = 0 corresponds to the Reserved
state) or the post-condition can be more explicit (for exam-
ple, getResCustId() = x1 after a successful method call
res(x1)).

In our experiment, a constraint system was build for the
Book class under test, having the pre-conditions from the
state machine representation and the post-conditions ex-
pressed in terms of: expected state after transition, true/false
results of the method call for successful/unsuccessful re-
alization, modifications of the current borrow/reserve cus-
tomer id. The fitness function was derived to measure how
”close” a failure is, by taking the pre-condition in conjunc-
tion with the negated post-condition of the last transition.

In order to evaluate this approach, the genetic algorithm
implementation employing the redesigned fitness function
was run against mutated versions of the Book class, us-
ing 24 transition sequences. These sequences were ob-
tained from a transition tree of the state machine, build in
a breadth-first fashion [7] and had a maximum length of 3.
For every mutant, they were fed to the program in order of
their lengths.

The mutated class versions were generated automatically
by MuJava [13, 28], a mutation system for Java programs.
In the experiment we considered all the traditional mutants
of the methods bor, res, ret and can of the Book class.

For every mutant version of the Book class, the genetic
algorithm procedure took each sequence and searched for
data capable of minimizing the fitness function. Once a
post-condition was violated with the pre-condition satisfied,
or the invoked method produced an exception, the proce-
dure recognized the mutant and recorded the sequence with
the input values which uncovered the fault. If no solution to
minimize the fitness function was found for any of the se-
quences, the best value obtained thus far was also recorded

and input data was searched for the next mutant.
The experiment was realized having the maximum al-

lowed evolutions set to 100 and a population size of 20 in-
dividuals. Under these conditions, 103 mutants from a total
of 125 were discovered. The maximum number of allowed
evolutions was increased 6 and run again only against the
undetected mutants. 7 additional mutants were killed, while
the remaining 15 were checked and found to be equivalent
to the original code. The big number of evolutions needed to
discover the 7 remaining non-equivalent mutants was due to
the fact that the fitness function did not offer enough guid-
ance to the search. This is because a negated post-condition,
like x <> getBorCustId() is transformed to norm(K)
for the false branch, and consequently the fitness landscape
will contain plateaux.

To compare the power of generating significant data, a
set of test cases were manually written for the same 24 tran-
sition sequences and run against the mutants.

The results were: 103+7 mutants discovered using the
genetic algorithm and 100 by the manually derived test
cases. One difference was due to the relational operator
mutants7. Consider, for example, a simple guard on a tran-
sition (or clause in a guard) like x <> value. Other
transition from the same state will have the negated guard
x = value. Then, one of the two mutants in which the
guard x <> value has been replaced by x < value and
x > value respectively, will not be killed using a single
test value for the clause x <> value. This was the case
for manually derived test sequences, that covered each tran-
sition guard with only one value. On the other hand, the
genetic algorithm obtained for each mutant the appropriate
input values to discover it and of course these values were
different from one mutant to another, even when the tran-
sition sequence was the same. Some mutants were related
to guards like x <= 0 which were tested only by x < 0 or

6Another way to achieve a better exploration of the search space is to
decrease the range of the parameter values, which was [−104, 104]

7This mutation operator replaces a relational operator ==, <, <=
, >=, >, ! = with another one
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x = 0 and one mutant remained undetected for the prepared
test suite, but not for the genetic algorithm implementation.

An additional case study examined the fault detection
capacity of the test data generated using the state-based
approach and genetic algorithms against the mutants of
the V endingMachine class. Using the same configura-
tion values (maximum allowed evolutions 100, population
size 20, parameter range [−104, 104]) 72% of mutants were
killed. After increasing the maximum evolutions number,
5% additional mutants were uncovered. The remaining 13%
were found to be equivalent with the original code (and
satisfying the specification requirements) while 10% were
related to private attributes of the class, not present in the
state machine diagram. These mutants could have been
killed only with a precise oracle or using additional post-
conditions of the methods.

7 Conclusions and future work

This paper presents an approach for automatic gener-
ation of test data, using state diagrams and genetic algo-
rithms. The strategy is simple, the derivation of the fitness
function is straightforward and so could be easily adopted
in industrial software development.

Furthermore, experimental evidence show that the test
data obtained can cover difficult paths in the machine and a
slightly different design of the fitness function can be used
for specification conformance testing.

Future work concerns the possibility of extending the
strategy presented for multi-class testing and the derivation
of the fitness function from hierarchical and concurrent state
machine diagrams.
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